
Scikit Learn



Properties

 clean, uniform, and streamlined API

 useful and complete online documentation



History

 https://www.youtube.com/watch?v=roJ2QsJu61k



 Scikit-learn was initially developed by David Cournapeau
as a Google summer of code project in 2007.

 Later Matthieu Brucher joined the project and started to 
use it as apart of his thesis work. In 2010 INRIA got 
involved and the first public release (v0.1 beta) was 
published in late January 2010.

 Scikit-learn provides a range of supervised and 
unsupervised learning algorithms via a consistent interface 
in Python.

 It is licensed under a permissive simplified BSD license and 
is distributed under many Linux distributions, encouraging 
academic and commercial use.

 Collection of machine learning algorithms and tools in 
Python.

 BSD Licensed, used in academia and industry (Spotify, 
bit.ly, Evernote).

 ~20 core developers.



 The library is built upon the SciPy (Scientific Python) 
that must be installed before you can use scikit-learn. 
This stack that includes:NumPy: Base n-dimensional 
array package

 SciPy: Fundamental library for scientific computing

 Matplotlib: Comprehensive 2D/3D plotting

 IPython: Enhanced interactive console

 Sympy: Symbolic mathematics

 Pandas: Data structures and analysis



 Extensions or modules for SciPy care conventionally 
named SciKits. As such, the module provides learning 
algorithms and is named scikit-learn.

 http://scikits.appspot.com/scikits

 The vision for the library is a level of robustness and 
support required for use in production systems. This 
means a deep focus on concerns such as easy of use, 
code quality, collaboration, documentation and 
performance.

 Although the interface is Python, c-libraries are 
leverage for performance such as numpy for arrays and 
matrix operations, LAPACK, LibSVM and the careful use 
of cython.

http://scikits.appspot.com/scikits
http://scikits.appspot.com/scikits
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Two (three) kinds of learning

 Supervised

 Unsupervised

 Reinforcement



Supervised learning

 Training: Examples X_train together with labels 
y_train.

 Testing: Given X_test, predict y_test.

 Examples

 Classification (spam, sentiment analysis, ...)

 Regression (stocks, sales, ...)

 Ranking (retrieval, search, ...)



Unsupervised Learning

 Examples X. Learn something about X.

 Examples

 Dimensionality reduction

 Clustering

 Manifold learning





Data Representation in 
Scikit-Learn

 Everything is a numpy array

 Representation as a table: n_samples, n_features

 Features

 Target array

 See notebook



API

 Consistency: All objects share a common interface drawn 
from a limited set of methods, with consistent documentation.

 Inspection: All specified parameter values are exposed as 
public attributes.

 Limited object hierarchy: Only algorithms are represented by 
Python classes; datasets are represented in standard formats 
(NumPy arrays, Pandas DataFrames, SciPy sparse matrices) and 
parameter names use standard Python strings.

 Composition: Many machine learning tasks can be expressed 
as sequences of more fundamental algorithms, and Scikit-
Learn makes use of this wherever possible.

 Sensible defaults: When models require user-specified 
parameters, the library defines an appropriate default value.



API

 Choose a class of model by importing the appropriate 
estimator class from Scikit-Learn.

 Choose model hyperparameters by instantiating this class with 
desired values.

 Arrange data into a features matrix and target vector following 
the discussion above.

 Fit the model to your data by calling the fit() method of the 
model instance.

 Apply the Model to new data:

 For supervised learning, often we predict labels for unknown data 
using the predict() method.

 For unsupervised learning, we often transform or infer properties 
of the data using the transform() or predict() method.



Example: Linear regression

 See notebook



Example: KNN classification

 K-nearest neighbors

 K = 3

 K = 5

 …

 See notebook



Example: Dimensioanlity
reduction

 See notebook
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